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Introduction

Every organisation today has an IT infrastructure of some kind that supports the operations of a 
company and processes its data, from basic Internet facing services, such as email and web sites 
to segregated internal networks, VLAN’s and site-to-site VPN’s.

Any compromise of these systems and data often represents a  failure in terms of trust, reputation 
and confidence between an organization and their customers and can even threaten the stability 
of the business.

However, as IT networks can be a very complex environment and host many different technologies 
that face increasing levels of attack, even the most knowledgeable IT Manager may not fully 
understand or appreciate how best to secure all areas of their network.. 
Penetration Testing is a proven way to identify, manage and control these risks by proactively 
locating technologies in use, assessing working practices, applications, servers and infrastructure 
hosts to identify any vulnerabilities or weaknesses.

The results provide a snapshot of your IT security profile and a vulnerabilities together with 
detailed descriptions and supporting evidence of how any vulnerabilities and exploits were utilised 
to compromise the environment. The final report will also include detailed remediation advice. This 
information can then be used to educate IT staff and to perform an action plan of remediation 
steps that can be used increase the overall security posture of the network and reduce the 
likelihood of an attack being successful.

In this document, we’ve identified the eight most common attack vectors we find on our 
Penetration Tests, outline the associated risks and attacks and identify the appropriate Penetration 
Testing approaches that can be applied to address them.
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The Eight Areas of Vulnerability 

A typical network for a medium-sized organisation will typically use the following technologies, 
with each containing  their own set of threats:

This paper looks at these threats and makes recommendations to which type of Penetration Test 
can be applied in order to identify and address any security weaknesses.
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Vulnerability #1: Web Applications 

Web applications present a unique challenge, as invariably the design and coding is outsourced to, 
or bought from, a development company. An extremely high level of trust must be in place with the 
developers to ensure they do not introduce any serious vulnerability into the code they are writing.

Common attacks against web applications are:
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SQL Injection

This attack looks to pass data from the application to the database in such a way 
that the database will either fail to process it correctly, or will treat the user supplied 
data as a legitimate SQL command, process it and display the result to the attacker. 
Although it targets the database, it can often be used to gain access to the server 
Operating System and then used to pivot into the internal network.

Cross Site Scripting

This is often a much-underrated issue and it is not uncommon for organisations to 
consider that it is not a real threat in the web application. A successfully executed 
Cross Site Scripting attack can be used to compromise the web browser of a user 
and gain access to their workstation, log keystrokes, redirect a user to another 
web page, access internal network resources, gain access to the users account 
within the application or simply just give the impression that a web page has been 
defaced. The attack is usually carried out by either enticing a user to click on a 
specially crafted URL, sent via email or social media for example, or by storing 
specially created input within the application that will be displayed to other users – 
for example a person’s name on a forum that will show in every post they make. This 
issue is much more prevalent in web applications than SQL injection and is often 
much more damaging if successfully executed.
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Session Hijacking

When a user logs into a web application they are usually allocated a Cookie that 
contains a session token. The user’s web browser will store this value and then send 
it with every subsequent request the user makes to prove to the application that 
they have logged in; otherwise the user would have to enter their credentials every 
time they try to use any part of the application. If this session token is not correctly 
protected, it could be intercepted, hijacked or even guessed by an attacker who, then 
simply has to replay it into the application to be able to gain full access to the user’s 
account. The protections are usually configured on the web server and not within 
the web application itself, so is commonly overlooked when implementing a web site; 
especially if a development company is only responsible for the code and not the 
web server.
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Penetration Testing for Web Applications

The best way to test an application is to use a combination of automated and manual testing. 
Automated scanning is an excellent way to quickly test the parameters in use, such as SQL 
injection and Cross Site Scripting, and to review all parts of an application for vulnerabilities, as 
manual testing is too time consuming, with a high margin for error and missing issues.

However, automated scanning will never detect any logic errors, as these requests are deemed 
valid so would not be flagged by a scan. For this reason, all application tests must include manual 
testing, by a human, who understands how the application is intended to function, to then use 
their own skill-set to find ways around the intended functionality. 

Guidance

Work with a well established security testing service provider that has a  Web Application Test 
methodology that uses a blend of automated and manual testing, using experienced testers. This 
should offer a cost effective method to test the application in a reasonable time frame but with 
the highest possible chance of detecting all issues. Testing should be based on the OWASP Top 
Ten guide as a basis but any provider worth their salt should have developed additional testing 
principals to augment this approach and test for many other issues as part of the process.

Application Logic

This is usually where most issues are found in modern applications. As technologies 
such as ASP and PHP have matured, they have a lot of inbuilt protections to prevent 
common web attacks. However, nothing can protect against a logic error made 
within an application. For example, consider a web site where a user can deposit and 
withdraw funds, such as an e-commerce site or a gaming application. What if when 
withdrawing funds the user can supply the account identifier of a different user 
and the application withdraws money from the other users account into an account 
specified by an attacker – this may sound far-fetched but our testing teams have 
found this issue in several recent penetration tests. No default protections or WAF 
/ IDS devices will prevent this issue, as technically the request contains legitimate 
data so is not suspicious or invalid; therefore, the actual coding of the application 
needs to make sure that the user was permitted to make that withdrawal. If a 
developer never anticipated that a user would supply a different user ID, then they 
will not have coded this check in to stop it occurring.
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A recent penetration test on a website where users deposit and withdraw funds revealed 
when withdrawing funds, the user could supply the account identifier of a different user and 
the application could withdraw funds from the other user’s account into an account specified 
by the attacker.

Vulnerability #1: Web Applications
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Wireless Local Area Networks (WLANs) provide a convenient method of accessing wired networks 
for employees, visitors and other personnel who require roaming access to a network or network 
resources.

By the very nature of providing these functional benefits, WLAN’s become susceptible to malicious 
use as they are often required to span multiple locations and cannot be confined to specific 
buildings; so it is not possible to know at all times who is accessing or attempting to access a 
WLAN.

Due to this, WLANs are often a target for attack from casual users, social engineers or dedicated 
attackers who are intent on accessing the internal corporate network.

The WLAN Security Options

WLANs employ several different protocols to provide authentication and encryption services for 
the network, some of which are considered legacy and should not be used:

Vulnerability #2: Wireless 

Wired Equivalent Privacy (WEP): 

WEP is considered a very insecure protocol 
and is rarely supported by modern data 
infrastructure devices. Due to the weak 
encryption methods in use and reoccurring 
encryption keys within small chunks of data, it 
seldom takes longer than 20 minutes to gain 
access to a WLAN that uses WEP. It is important 
to note that simply selecting what appears to 
be a long or complex value as the WEP key has 
no bearing on the security of the network, as it 
is the actual protocol that is weak, not the WEP 
key used.

Ideally, a PSK should be as close to the maximum 64 character limit as possible 
and be thought of as a passphrase rather than a password. For example 
IhaveWindows10installedonmylaptop! is far more secure than a password such as “Qh*&^*!*” 
as it has a much larger key space, is not a single dictionary word and could take several 
hundred years to crack but yet is easy to remember as opposed to ”Qh*&^*!*”, which would 
only take a few weeks to crack with a brute force attack using a reasonable level of hardware. 
A final point to note is that when a PSK has been cracked, not only can a malicious user gain 
access to the WLAN but they can then also decrypt all traffic sent over the WLAN by all users 
who are using the same PSK; a common configuration for guest / hotel networks.

Wi-Fi Protected Access (WPA) 
Pre-Shared Key: 

WPA Pre-Shared Key is a protocol deigned 
to improve the WEP protocol and to address 
the fundamental security flaws present within 
the method used by WEP to encrypt data. 
Although the encryption and authentication 
methods are a significant step forward, a 
WPA-PSK network is really only as secure as 
the configured Pre-Shared Key (PSK).
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Wi-Fi Protected Access (WPA) Enterprise:

WPA-Enterprise (often called WPA-Ent or WPA-RADIUS) is considered to be a very secure method 
of WLAN authentication and encryption when deployed correctly. Usually WPA-Enterprise will 
use client and server certificates and a RADIUS server for authentication. When successfully 
connected, the protocol will also ensure new encryption keys are generated at short intervals to 
prevent large amounts of data being decrypted by a user who captures a key. 

As digital certificates are very hard to clone without access to the device they are installed on or 
issued from, most of the attacks present within a WPA-PSK protected network are not possible 
within a WPA-Enterprise one.

There are a number of attacks possible against a WPA-Enterprise protected network if server and 
client certificates are not validated properly and most of these involve setting up a rogue WLAN 
with the same SSID (network name) as the legitimate network and enticing a legitimate user to 
connect to this rogue WLAN and subsequently enter their credentials. This attack, if successful, 
can allow a malicious user to capture an encrypted user password and conduct an offline brute 
force or dictionary attack against it and then use it to connect to the WLAN.

If the client is configured to verify the Access Point certificate, then it will not connect to a rogue 
Access Point, so will therefore not allow any credentials to be entered or subsequently captured by 
a malicious user.

The main drawback of WPA-Enterprise is that it invariably has a significant administrative 
overhead to correctly set up and due to the relatively complex nature of client and server 
certificates, it can be prone to some fundamental misconfigurations that negate the extra security 
it is meant to offer.

Vulnerability #2: Wireless
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Penetration Testing for Wireless

To address these security concerns, any 
testing service should include a way of 
testing Wireless networks that assesses 
the authentication and encryption methods 
deployed, assesses levels of access controls in 
place, gauge the signal leakage outside of the 
building(s) and reviews what level of access 
can be obtained to internal wired resources 
as well as to other wireless clients once 
connected to the networks.

The testing methods for wireless used will 
vary depending upon the WLAN under test, 
but generally any authentication keys such as 
WPA-PSK and WEP should be captured and 
cracked, access controls should be bypassed 
and access attempts carried out against wired 
and wireless hosts. Where WPA-Enterprise is 
in use, a rogue Access Point can be set up to 
entice users to connect to it and send their 
credentials. These credentials will then be 
cracked and used to access the WLAN.

Guidance

Work with a well established security testing 
service provider that has developed robust 
wireless networks tests that includes all 
the above tests. They should assess the 
authentication and encryption methods 
deployed, the levels of access controls in place, 
and review the level of access to internal wired 
resources, as well as to other wireless clients 
once connected to the networks.

Additional services like GPS mapping data to 
show signal leakage outside of a building are 
logical add-ons to look for.

Vulnerability #2: Wireless
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Active Directory (AD) is a Microsoft technology that allows for centralised administration and 
configuration of a group of computers and users. Almost every network in today’s world will be 
based around AD and rely on it for the security of all hosts connected to it.

Due to the complexity of AD, it is difficult to ensure all areas of a network are configured correctly 
and that best security practices have been implemented and followed. A commonly overlooked 
threat is that all the servers and workstations in a network may be secure, fully patched, have a 
good AV installed and be fully hardened, but an attacker only needs to compromise the domain and 
obtain domain admin credentials, then they can simply just login to the host as an authorised user.

To date, our own specialist engineers have compromised every Active Directory Domain we have 
tested. Around 70% of all of our compromises occur due to one of the following:

Vulnerability #3: Active Directory 

Excessive Domain or Enterprise Administrators

It is a common practice for most organisations to have an excessive number of user 
accounts in the Domain or Enterprise Admins group and we often see all IT staff, 
Directors, IT Managers and even CEO’s with this level of access. Really, only users 
who need to alter the structure of the Active Directory Domain require this level of 
access for tasks such as implementing a new Domain or altering a Domain trust. 
There is no requirement, for example, for an IT staff member who just needs to reset 
a user’s password to have this level of access, likewise just because someone is 
a Director or an IT manager doesn’t require them to have this level of an account. 
Microsoft have implemented delegation rights to allow users who need to conduct 
certain tasks, such as reset a user’s password or create a new account, to have the 
rights to do this but without needing to be a Domain Admin. We recommend no more 
than two accounts have this level of access.

Users Logging on as a Doman Admin as Their Main Account

This is usually a working practise adopted by smaller companies who may only 
have a very small IT department. The IT staff will grant their own user account full 
Domain Admin rights to simplify their day-to-day tasks of manging other servers 
and workstations.  This is an incredibly risky working practise and if the user visits a 
malicious website or opens a malicious email attachment then any virus, malware or 
ransomware will be able to spread around the network with the same rights that the 
user is logged on as; bypassing a lot of inbuilt protections and spreading to all hosts 
within the network. Ideally all administrative users should have two accounts; their 
normal user accounts and an elevate account that has the relevant rights to do their 
job. They should logon with the normal accounts and then elevate their rights via 
UAC or “RunAs” using their admin account when required.

2
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Vulnerability #3: Active Directory

Weak Passwords

Even if all of the above has been correctly configured, one weak password can 
allow for an Active Directory Domain to be quickly compromised; our own testing 
teams have compromised countless Domains due to a single Domain Admin setting 
a weak password. A very common attack is to use a technique called RID Cycling 
to obtain a listing of all users configured within Active Directory, and also local 
users on a given server or workstation. With the implementation of Windows 2008 
onwards Microsoft have made the default configuration more secure against this 
attack. However, it is still reasonably common to either find a small number of older 
hosts such as Windows 2003 or XP that are vulnerable to this attack, or for an 
administrator to have deliberately or inadvertently implemented a policy change that 
weakens the default protections. Once a listing of users is obtained, the next attack 
will be a password guessing attack that tries 3 passwords against each of the users 
accounts; typically the username, “Password1” and “Pa55w0rd” – you really would 
be surprised how many user accounts are accessed in this way. 

Generally a number of standard user accounts will succumb to this attack, which 
then gives an attacker a foothold on the Domain. With standard user access, the 
protections in Windows 2008 and onwards are negated; an attacker can then obtain 
a full listing of all users and groups that have Domain Admin rights, obtain the 
password and lockout policy, followed by conducting a more intelligent password 
guessing attack against the Domain Admin users. We recommend that all users are 
educated (as we touched on earlier) to use a passphrase rather than a password, 
for example “IlikeStrongCoffee”; this is 17 characters long and, although made up of 
dictionary words, is not in itself a word that would be in any dictionary. It is also easy 
to remember and would take several months or even years to brute force. When 
combined with a lockout policy that locks the user’s account out after no more than 
5 failed logins, the password would be impossible to guess.

3
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Incorrectly Configured Domain Controllers

In conjunction with targeting user accounts, an attacker will also target the Domain 
Controllers in use, as a compromise of one of these hosts grants instant Domain 
Admin access. Although generally in our experience these hosts are usually well 
configured, particularly from Windows 2008 onwards, it is common to find them 
being used for additional functions that require extra software to be installed. 

Any additional software will increase the attack surface of a Domain Controller and it 
has the potential to introduce new vulnerabilities. Common software found on these 
hosts include; Backup Software, databases, Web Servers, VNC, Certificate Services, 
Exchange, Out-of-Band management tools (HP System Manager etc) and common 
web browser extensions such as Java, Flash, Adobe etc. This kind of software is not 
specifically required for a Domain Controller to function as a Domain Controller yet it 
serves to increase the chances of an exploitable vulnerability being present that will 
grant an attacker access to the host and Domain. 

Best practise recommendations state that a Domain Controller should be a 
hardened host and, only have software installed and services enabled that permit 
it to function as a Domain Controller. Any other software should be installed on a 
different, less vital host.

Domain Trusts

Active Directory supports linking multiple Domains to aid in the structuring and 
administration of large organisations. Typically this can be used to segregate a 
more secure environment from a less secure one, such as a PSN Domain from a 
corporate one, or if a company spans multiple counties and has local IT staff in each 
area, responsible for their users. Whilst a Domain trust can often serve to ease this 
administrative burden, like averting, it is open to abuse if not correctly implemented. 

The simplest option is to allow a full two-way trust between two Domains. This 
means that all users have equal rights in each domain, so for example a user who 
is a Domain Admin in Domain A will also be a Domain Admin in Domain B. The 
security implication here is that if an attacker compromises Domain A, then they 
automatically compromise Domain B without having to do anything else – they can 
simply authenticate to hosts in this other domain using a compromised Domain A 
account. An alternative is to have a one-way trust, so Domain A trusts Domain B, 
but Domain B will not trust Domain A, or a more secure option is to, along with a 
correctly configured trust, implement a range of Group Polices (GPO) that limit what 
a user can do in the other domain (for example a GPO can state that Domain Admins 
in Domain A do not have Domain Admin rights in Domain B etc.) This has the benefit 
of being more granular so can be configured as per an organisation’s needs. If you 
currently have a full two-way trust with no restrictions, then the chances are there is 
no need to have a second Domain and you may be increasing the administrative and 
security overhead unnecessarily.

4
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Vulnerability #3: Active Directory
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Once a user listing is obtained, the next attack is a password guessing attack. It tries 3 
passwords against each of the users accounts; typically the username, “Password1” and 
“Pa55w0rd” – you would be surprised how many user accounts are accessed in this way.

Incorrect or Incorrectly Applied Group Policy Object (GPOs)

GPOs can either be one of the most useful tools to secure a network or one of the 
most problematic if Active Directory has not been setup and structured in the right 
way. Over time, GPOs have become more and more granular; it is now possible to 
control almost every aspect of a Windows Operating System via a GPO. Common 
convention is to use multiple GPOs for a range of tasks to allow them to be altered, 
disabled or moved to different hosts relatively easily. Whilst this provides a granular 
method to configure a host, it also provides a very easy way to inadvertently 
overwrite a setting without noticing. 

GPOs can be implemented in various places and are applied in a strict order of 
precedence. Within Active Directory they can be applied to an entire site (which can 
span multiple Domains), a single Domain or an Organisational Unit (OU) within a 
Domain. Local polices can also then be applied on individual hosts. This obviously 
raises the question - what will happen if two different GPOs have different options 
for the same setting, for example what if one GPO says the minimum password 
length is 5 but another says it is 10? This is where the order of precedence comes in 
and states that the GPO “closest” to the host will be applied first. This can obviously 
become very complicated very quickly and, without a good understanding of it, it is 
very easy to set an option in a GPO that is later overwritten by a different GPO that 
introduces a security issue or misconfiguration.

6

Vulnerability #3: Active Directory
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Penetration Testing for Active Directory

As Active Directory is so critical to a network, any good security testing provider should have 
invested heavily in commercial tools and exploit frameworks, as well as having written their own 
tools to ensure they are able to test AD as fully and in depth as it should be. 

Our security testing teams have successfully comprised every Active Directory Domain we 
have tested and based on 10,000’s+ of hours of testing have found that around 2 thirds of all 
compromises occur due to one of the items covered above.

Guidance 

Look for testing providers that ensure their consultants undergo rigorous technical exercises that 
require them to compromise several domains before they are employed. Make sure providers can 
demonstrate regular in-house training to ensure they are on top of any new vulnerabilities and 
techniques. 

Look for examples of innovative testing developments. For example our own testing teams have 
developed their own “cracking server” built specifically to crack encrypted password hashes as 
quickly as possible, allowing them to review the password security of all Domain and local users.
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Most hosts on any given network will predominantly be Windows based with an element of UNIX 
present for certain key hosts. As every network is built around these hosts, it is important to ensure 
that Operating System builds are secure and the hosts are correctly hardened.

The key parts of an Operating System include:

Vulnerability #4: Windows & UNIX 
Operating Systems
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Password Policy

A robust password policy should ensure a minimum password length is in place 
(e.g. 9 for users, 15 for admins), users have to change their passwords regularly 
(e.g. 60 – 90 days for users, 30 – 60 days for admins), the account will lockout after 
a number of failed logins (no more than 5) and user passwords must meet certain 
complexity requirements (a lowercase letter, upper case letter, number 
and punctuation symbol). Again users ideally should be encouraged to set 
passphrases instead of passwords such as “IlikeStongCoffee” which is complex 
and easily memorable.

Audit Policy

The audit policy should log failed and successful logins, process usage, privilege 
use and system events. Although this may not provide any immediate security to the 
host, it helps tremendously with any incident response in the event of a compromise 
and helps identify when an attack is in progress. Ideally the logs should also be 
stored centrally on a different host.

Patching

All Operating Systems have an automatic patching utility and, Windows can also 
be centrally controlled to allow patches to be applied to groups of hosts and report 
on missing patches. It is vital to ensure non-Operating System patches are also 
installed, such as for Java, Flash, Firefox, Chrome, Office and Adobe PDF reader 
etc as vulnerabilities in these technologies are nearly always how a ransomware or 
Phishing attack will enter a network.

1
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Passwords

A weak user or admin password will nearly always bypass all protections and undo 
the good work carried out to secure a network. As an attacker can simply login 
normally with a compromised account, usually there are no protections to stop this. 
Likewise passwords can often be cached either in an encrypted form or in plain 
text with a RAM or registry of a Windows Operating System and, many tools are 
available that can be used to extract them. For example, if a Domain Admin logs 
on to a network share or via RDP with their admin account, an attacker who has 
compromised the hosts can extract these credentials. They may then be able to 
replay the encrypted password hash to other machines without needing to crack 
the password.

Installed Software

Often third party software may not have undergone the rigorous security audits 
that an Operating System will have, so once installed, any vulnerabilities present 
can be used to gain access to the host. If the software is running with local system 
or administrator access, then an exploitable vulnerability will grant an attacker 
instant administrative access to the host. For this reason it is important to ensure all 
software is up to date and is only installed if absolutely required.

Shares and Share Permissions

We often find data exposed on network shares that do not have correct access 
controls implemented. A common option for IT staff is to apply the “everyone” or 
“authenticated users” group to share permissions to simplify the access controls to 
it. During our tests we scan network shares and data to find sensitive information 
such as passwords, backup files or logs and it is reasonably common to find data 
that can aid in a compromise of either the host or Domain. For this reason, it is vital 
that all shares have explicit permissions set to only allow the relevant users access 
to them and to not use large groups for simplicity.

Firewall

The windows firewall is a very useful tool to limit the exposure of a host to the 
network. However, most organisations take the point of view that if it is an internal 
host, then there is no need to use the host based firewall as only trusted users can 
access them. This greatly increases the ease of a compromise if an attacker gains 
access to the network or if a virus / worm / malware / ransomware gains a foothold. 
Ideally all hosts should have the firewall enabled and configured to only expose 
services that are required. The Windows firewall now allows access to be refined 
even further to a source host, so this should be used where possible.

4
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Vulnerability #4: Windows & UNIX Operating Systems
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Antivirus

A correctly configured and up-to-date antivirus can often hinder an attack so much 
that the attacker cannot gain any useful information even after a compromise. 
Ideally the AV should be password protected so that even a Domain Administrator 
cannot alter it without entering the password, and should be fully up-to-date at 
all times with scheduled scans running every evening. It is also recommended to 
enable any functionality that allows it to submit suspicious data to the vendor to 
be analysed, as this is the main method AV vendors have in order to recognise a 
new attack and push out an update for it. For example Trend were able to push out 
updates for the recent WannaCry ransomware attack within 60 minutes of it being 
reported. If your AV product does not have the ability to set a password and prevent 
users from stopping the service or killing the process it runs under then it may not 
be fit for purpose.

8

Service Permissions

When software is installed, generally it will create a service executable that is 
registered with the Operating System’s Service Control Manager as a service. If 
it needs to run under a certain user account it will also configure this when it is 
registered. If the file permissions of the executable file are not correctly set, then 
it is possible for an attacker to swap out the executable file for a different file and 
have it executed by the Operating System. A well-known example of this issue was 
present in a version of the Cisco VPN client. This registered a file called cvpnd.exe 
with the Windows Service Manager and ran under the Local System account, which 
is the highest privilege account on a Windows host, but it did not correctly set the 
file permissions on the file. This allowed a standard user to simply delete the cvpnd.
exe file and replace it with a malicious file that had the same name. When the VPN 
client was then started up, the malicious file was executed with Local System rights 
and carried out whatever actions the attacker wanted – usually adding a new user to 
the local admins group. It is important to check all file permissions on all services to 
ensure they do not allow users to modify or alter them in any way.

9

Vulnerability #4: Windows & UNIX Operating Systems
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Penetration Testing for Windows & UNIX Operating Systems

It’s crucial that you can assess your Operating System Build and run a comprehensive check of a 
given host for Windows, Unix, Solaris, AIX and OSX Operating Systems that reviews all the above as 
a minimum to ensure that the Operating System is as secure as it can be and follows best practice 
guidelines to ensure a good balance of security and operational suitability.

If a company is rolling out a “gold build” image that will be applied to all hosts, it is important to 
ensure this test is carried out first, so any issues can be remediated within the image, instead of 
needing to be fixed on multiple hosts afterwards.

It is also advised to conduct periodic Build Reviews to ensure software that is installed or updated 
on a host has not introduced any new issues that no one was aware of.

A complete scope of testing should review key hosts such as Domain Controllers, Web Servers and 
Citrix Servers with this test.

Guidance 

Work with a well established security testing service provider that can demonstrate a track record 
in Windows & UNIX Operating Systems build reviews.

Exposed Services / Ports

All remote attacks need to connect to an exposed service / port in some way to 
communicate with the installed software. Therefore, having a minimalistic attack 
surface by not installing unnecessary software, enabling the firewall or disabling 
external connections for software will help to greatly secure to host against remote 
attacks (remote meaning not logged on locally to the host as opposed to Internet 
based). It is possible for software to expose remote services without the knowledge 
of IT staff, so it is important to check regularly to ensure no new services have 
inadvertently been exposed.

10

Vulnerability #4: Windows & UNIX Operating Systems

18



A Virtual Private Network (VPN) is typically one of two types: a Site-to-Site VPN or a Remote 
Access VPN.

 A Site-to-Site VPN links two physical sites together, usually different offices or a partner 
organisation, to provide access to internally hosted resources. This setup is usually static, and 
once configured on both ends of the VPN it does not change.

A Remote Access VPN is typically an SSL based VPN that allows users to connect to the internally 
hosted resources, by either logging on to a VPN in their web browser or via a client that is installed 
on a laptop.

Vulnerability #5: Virtual Private 
Networks 

Site-to-Site VPNs

There are inherent risks in both types of VPN, and the methods used to test them are very different:

Aggressive Mode / Main Mode

When establishing the VPN tunnel, a Security Association (SA) is established, which 
is used by the VPN devices to confirm the identity of each VPN endpoint, agree on 
a set of encryption and integrity checking protocols, and to authenticate to each 
other. A VPN device can be configured to do this using one of two ways - Main Mode 
and Aggressive Mode. When Main Mode is used, a Phase 1 Security Association is 
established, which serves to ensure that any authentication data, such as a Pre-
Shared Key, is only ever transmitted over an encrypted tunnel. If Aggressive Mode 
is used, then the VPN endpoints will not establish this Phase 1 tunnel and will send 
an encrypted version of a PSK over a clear text connection to anyone who asks for 
it. Aggressive Mode is usually a quicker and less intensive way to setup the VPN; 
however, Main Mode is a much more secure method.
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Is Pre-Shared Key (PSK) in Use

When establishing the VPN tunnel, both ends need to prove their identity and 
authenticate to each other. The options for this are to use a PSK that is identical 
on both ends of the VPN tunnel or to use a certificate; however, due to the ease of 
setup, using a PSK is by far the most common option. In certain vendor VPN devices, 
if Aggressive Mode is used, it can be possible to obtain an encrypted version of the 
PSK and to then conduct an offline cracking attack against it. If this can be cracked 
then it could be possible to establish a “Phase 1” VPN connection to the endpoint and 
attempt to gain access to the internal hosts.

Are Access Controls Implemented

The upside of a Site-to-Site VPN is that the IP address of the device at the other 
end of the VPN needs to be known in advance; therefore, it is simple to setup an 
Access Control List (ACL) that only permits this IP Address(es) to access the VPN 
device, usually on port UDP:500 (ISAKMP). This in turn prevents anyone else from 
connecting to the VPN service and attempting to conduct any attacks, as unless they 
are using a permitted IP address the device will ignore the traffic.

Transform Sets

The last common area of concern is the methods used to encrypt the traffic over 
the VPN IPsec tunnel. When configuring the VPN the administrator needs to specify 
a Transform Set, which is a list of supported encryption, hashing and integrity 
checking protocols that both ends of the VPN will use to encrypt the data. It is 
common for a list of multiple supported options to be set on both sides of the VPN 
and, for the devices to choose a compatible set during the establishment of the VPN 
tunnel. For legacy reasons most VPN devices support what are now considered to 
be weak ciphers, such as DES and MD5 that, due to the improvements in modern 
computing, are no longer considered secure.

2
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Vulnerability #5: Virtual Private Networks

Remote Access VPNs

Remote Access VPNs do not suffer from the same issues that Site-to-Site VPNs do and need to 
be tested in a completely different way. The main risks are:

Authentication

It is still very common for a VPN to only require a username and password before 
granting access; often using the users Active Directory credentials. This can make 
it very easy for an attacker to gain access to internal resources if they can obtain 
or guess a valid set of credentials. During our tests we typically phone up users in 
a social engineering attack and pretend to be a member of the IT staff who needs 
to know their password so they can “upgrade their account” and it is surprising 
the number of times this works. We also do this attack the other way round and 
contact IT posing as a user who has forgotten their password and ask for it to be 
reset over the phone, again this has a remarkably high rate of success during our 
tests. Username / password combinations are also vulnerable to the tried and tested 
password brute force attack and rely only on a user choosing a secure password. For 
these reasons all VPN authentication should use Two-Factor Authentication (2FA). 
This means that a user must enter their username and password and then enter a 
random token code that is either obtained from a 2FA fob or sent to them in a text 
message; without this an attacker who knows a valid username and password is still 
not able to connect to the VPN. There are still attacks that can be used against 2FA 
but these are much harder to carry out and have a lower chance of success.

Host Checking

Host checking requires any device that is connecting to a VPN to meet a set of 
predefined requirements, such as having an AV enabled, having Operating System 
patches applied and being part of the corporate Active Directory domain. One of the 
best protections that is often overlooked is having a check to make sure the device is 
on the corporate domain and is authorised to connect to the VPN. With this enabled, 
even if an attacker obtains a user’s username, password and 2FA fob, unless they 
also have access to a corporate laptop that is part of the Active Directory domain, 
they still cannot connect to the VPN. MTI have been in this situation several times 
in the past where we have obtained a user’s username and password, orchestrated 
a scenario to make IT staff alter the phone number that a user’s 2FA code will be 
sent to, but have still not been able to connect to the VPN as we didn’t have access 
to a laptop that was authorised to connect. It is easy of overlook the benefits of host 
checking but they really are a formidable defence to deploy on a VPN.

1
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Segregation

Best practises dictate that a “walled Garden” approach should be used for a VPN 
environment. Generally this means that when a user is connected to a VPN they 
should not have full unfiltered access to the entire internal network, but instead 
only services that a user requires should be exposed to them and ideally from 
a segregated network / DMZ. This will then significantly limit the extent of a 
compromise should an attacker gain access to the VPN. This is the subject of a very 
useful guidance document provided by the National Cyber Security Centre (NCSC) 
and can be downloaded by anyone here.

3
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During our tests, we typically telephone users in a social engineering attack and pretend to 
be a member of the IT staff who needs to know their password so they can “upgrade their 
account” - it is surprising the number of times this works. We also run this attack the other 
way round and contact IT posing as a user who has forgotten their password and ask for it 
to be reset over the phone, again this has a remarkably high rate of success during 
our tests.

Guidance 

Work with a testing service provider that provides technical build reviews, VPN testing services as 
well as provides ‘social engineering’ tests to expose any procedural or human vulnerabilities.

https://www.ncsc.gov.uk/content/files/guidance_files/AP%202%20-%20Walled%20Garden%20-%20issue%201.1%20Oct%202015%20-%20NCSC%20Web.pdf 


Web Servers

It is extremely common to find versions of ASP.NET and PHP dating back over 10 years 
during our tests.  As they are popular targets for vulnerability researchers, there is a myriad 
of exploits available for them; in fact there are entire exploit frameworks designed to only 
attack web technologies.

Vulnerability #6: Web & Mail Servers

Almost every network with an Internet presence will expose some web servers and a mail server. 

Most vulnerabilities in a web server now stem from installed technologies that run on them, 
such as PHP, Tomcat and ASP.NET as they are much more complex technologies and are user 
configurable, the scope to introduce a vulnerability is higher. Attacks have recently been developed 
that target external communications made by the web server, which are starting to be used by 
attackers and testing companies alike.

Mail Servers themselves are rarely vulnerable to a remotely exploitable conduction that will grant 
access, with the last major widely used issue effecting Sendmail back in 2003. However, mail 
servers ultimately deliver emails and attachments to internal users, so are the most common way 
to bypass firewalls, IDS / IPS, WAF devices and a whole heap of other corporate protection tools.

We’ve identified some common threats and emerging attacks against these technologies to look 
out for:
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Patching

It is important that along with the Web Servers, any installed technologies are also 
patched in a timely manner. There may be concern around patching web servers due 
to the risk of performance issues, however, this risk should be weighed up against 
the risk of a web server being compromised and an attacker having access to any 
data that may be stored on the associated database. 

Updates for web servers are also not that common, so it should be easy for 
administrators to test and patch them. Web technologies, such as PHP, ASP.NET 
etc. are often overlooked as part of a patching cycle, usually because they just aren’t 
thought about or because an external development company was used to design the 
web app and no one knows if patching will break anything. It is extremely common 
to find versions of ASP.NET and PHP dating back over 10 years during our tests and, 
as they are popular targets for vulnerability researchers and there is a myriad of 
exploits available for them; in fact there are entire exploit frameworks designed to 
only attack web technologies.

1



Web Technologies / CMS

As web servers are generally hard to attack and useful exploits are few and far 
between, it is much easier for an attacker to target what is installed on the web 
server instead. Common technologies such as PHP, Tomcat, Java, ASP.NET, 
WordPress, Drupal, ColdFusion etc, all have their own fundamental flaws and can 
easily be misconfigured in such a way to allow an attacker access to the host. 

Common issues are default credentials, guessable credentials, unpatched 
vulnerabilities, incorrect access controls, exposed management login portals, 
unverified 3rd party plugins and web application vulnerabilities. Each of these 
technologies have their own flaws, for example WordPress is hugely popular target 
for an attacker and, a quick search of the Common Vulnerabilities and Exposures 
(CVE) web site for WordPress returns over 5,300 entries. The reason this is such as 
popular target is that it supports the installation of 3rd party plugins that have not 
been verified by anyone, so even if your actual WordPress installation is fully 
up-to-date, any plugins you have enabled could be either accidentally vulnerable to 
attack or even deliberately coded to be vulnerable and released for publication.

Inside-Out Communication

A relatively new method of attack against a web server and web application is to 
force a connection to be sent from inside the network to a host under the control of 
an attacker. This attack relies on functionality being externally accessible to make 
the web server, or the host the web server is installed on, initiate a connection to a 
resource that can be controlled by an attacker so they are able to control the traffic 
that is sent back. For example, when using a web application and registering a new 

Administration Ownership

Quite often web servers, and more importantly web technologies, fall through the 
gap when considering who will manage and maintain them. Servers, workstations, 
laptops, firewalls etc. normally always fall under the remit of the IT department (who 
will know what is present on their network and can add them to patching cycles, 
maintenance upgrades etc.), but it’s not unusual for IT staff to assume someone 
else looks after a web application and the software that makes it run; for example 
is it the database administrator, an internal developer who codes the application, 
or an external development company who provided the code? Does marketing look 
after the corporate website, and do IT want to touch it in case it breaks? It is for 
these management reasons that the most common avenue of attack we find during 
our External Penetration Tests is via installed web technologies on web servers; 
conversely, it is also one of the hardest areas to manage and to decide who manages 
due to the risks and consequences of a key web application going offline.
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Inside-Out Communication (Continued...)

account with an email address, it is common for a DNS lookup to be made from 
the web server that verifies if the Domain Name specified in the email is valid. If an 
attacker controls the DNS server the query will be sent to, then they can control the 
data sent back to the web server; therefore, if there is an exploitable condition in the 
DNS server it could allow an attacker access to the host. 

A recently disclosed DNS vulnerability that almost all Linux hosts are vulnerable to 
could, and is, being used for an attack such as this http://openwall.com/lists/oss-
security/2017/06/27/8. At the time of writing this guide, these types of attacks are 
starting to mature as they become more widely understood and it won’t be long 
before public exploits are made available for a variety of software that uses this 
type of behaviour. For this reason it is important to fully understand what a web 
application will request from external hosts, such as DNS records etc. to ensure you 
are aware of all connections that it will try to make.

4
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Mail Servers

As with Web Servers, almost every network will expose at least one mail server to allow emails to 
be sent into and out of an organisation.

Access Requirements

Practically, it’s easy to assume that a mail server needs unfiltered access to the 
internet to allow anyone to send email to it; how can you set up access restrictions 
if you don’t know who is going to need to send you an email? However, many 
companies use external mail filtering services to check all emails for spam, viruses, 
malware etc. and to then send the mail on to internal users. If this is in place for your 
network then it means you know exactly where all emails will come from, as it will 
always be from your mail-filtering provider. The DNS records for your domain name 
will have to point to your filtering provider to ensure the emails are sent here first. 
For example, the MX records for mti.com state that all mail will be sent to mailcontrol.
com: 

mti.com MX preference = 10, mail exchanger = cust8436-2.in.mailcontrol.com
mti.com MX preference = 5, mail exchanger = cust8436-1.in.mailcontrol.com

This allows for Access Control Lists to be set on the firewall to only permit 
connections to the mail server to come from mailcontrol.com IP addresses, thereby, 
removing the mail server from the Internet but without affecting any email delivery. 

Typically SMTP based mail, such as Exchange will use port TCP:25 so this is where 
the ACL can be set. If you use another protocol such as POP or IMAP then the ports 
will be different.

1
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Client Side / Phishing Attacks

Client Side Attacks also known as Phish Attacks often use email as the means of 
delivery when attacking an organisation. This type of attack is so dangerous and 
prevalent in today’s world that we have produced a separate document outlining 
them and how to help protect against them, so this guide will include a brief overview 
only. 

A Client Side attack will usually involve sending an email to users that has a 
malicious attachment or instructs a user to visit a certain URL. The email will 
normally be constructed to look like a genuine email from a trusted source, such 
as from HR outlining a new service to view payslips etc. or an employee discount 
scheme. They will either entice a user to visit a URL that loads up exploit code in 
their web browser and try to attack their workstation, or will ask them to submit their 
credentials into a login form to gain access to the site (is 2FA enabled on your VPN?). 

If successful, the attack will invariably grant access to the work station that the 
user is on and will then attempt to carry out more sophisticated attacks against 
the Operating System or other hosts on the network – like the recent WannaCry 
ransomware attack that used a Windows vulnerability to propagate around networks. 

Part of the defence against these attacks is to have effective mail filtering in place 
that robustly scans all attachments and prevents access to any deemed malicious, 
but also examines any URL’s in an email and then examines the web page linked 
to for malicious content. A lot of technologies are emerging that will do this type of 
scanning. This also needs to be backed up by regular user awareness training and 
education sessions to ensure users can spot these attacks when they occur.

2
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Penetration Testing for Web & Mail Servers

There are two types of penetration tests that address these threats: External penetration tests and 
client side phishing tests.

External tests examine all Internet facing hosts such as web servers and mail servers, ascertaining 
the versions of software installed on them to determine if they are vulnerable to any known attacks  
- and also detect any misconfigurations. Mail servers should be tested for common attacks and 
should also attempt to relay mail inside and outside of an organisation to test if access controls 
are in place.

The client side attack is a complex test that works best when spread over several months using 
multiple different scenarios. Look for a provider that can facilitate this, when our testing teams 
conduct this test, we often wait until new vulnerabilities are detected in common software, then 
either develop our own exploit or obtain a commercial one that we can use as part of the test to 
attempt sending it into the organisation. 

These kind of tests review internal patching cycles, malware / AV defences, mail filtering and a 
user’s susceptibility to open unsolicited attachments – this is the best way to mimic a real world 
attack.

Guidance
 
Work with a well established security testing service provider that has developed intelligent and 
specifically designed testing scenarios that increase chances of identifying flaws but ‘fly below 
the radar’. For example we have found that constructing many different email scenarios and 
targeting a small number of users at a time gives the test the best chance of getting a useful 
set of results. Simply sending the same email to 500 users all at once will nearly always arouse 
suspicion and detract from the value of the test; ultimately giving a very low value on the financial 
investment made in the test.

Our own testing teams conduct regular online and onsite training exercises to educate users about 
this type of attack, helping them recognise when they are being targeted and how to handle email 
communications in a safe manner.

Vulnerability #6: Web & Mail Servers
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Routers

Vulnerability #7: Routers, Switches 
& Firewalls

Routers, switches and firewalls, collectively known as Network Infrastructure Devices, are the 
most important elements of any network. In terms of security, they should be the most hardened 
devices, however, due to their importance, administrators are seldom inclined to update them to 
ensure they do not inadvertently affect any network uptime.

As well as configuring the devices correctly, their placement is of equal importance to ensure 
the network topology and design is resilient and can withstand sophisticated attacks; a well-
configured firewall in the wrong place can negate the security it is meant to offer.

These are some of the common misconfigurations and threats concerning network infrastructure 
devices:

During our Penetration Tests, it is extremely common to find VLANs have been configured 
correctly on a switch, a router correctly implements inter-VLAN routing but the administrator 
has neglected to implement any Access Controls on the router to limit who can access 
a VLAN; therefore, any user with knowledge of the right IP address can access hosts in 
another VLAN as if they were all on the same LAN segment.

Attack Surface

A well configured router should not expose any type of administration interface to 
the internet or an untrusted network for any reason. It is not uncommon during an 
external penetration test for our testing teams to find Telnet, SSH, HTTP, HTTPS and 
/ or SNMP exposed to anyone on the Internet. All of these services are vulnerable 
to various attacks such as traffic interception, password guessing and even known 
authentication bypass vulnerabilities. 

If an attacker gains access to a device then they could grant themselves full access 
to other network segments, upload a custom firmware image to the router that 
copies the traffic and forwards it to an attacker controlled host or even reconfigure it 
to cause a denial of service condition. 

If no administration servers are accessible then it is very hard, if not impossible 
to compromise the device. If your systems configuration allows an administration 
interface to be exposed to the Internet, then it is very likely that a working practise 
is incorrect and needs to be addressed; however, if this is unavoidable, then access 
should be confined to a VPN and relevant source IP restrictions put in place.

1
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Authentication

Most devices support two methods of authentication, local accounts and a TACACS+ 
/ RADIUS type login that uses an authentication server. The main difference between 
the two is that local accounts cannot usually be locked out and are less inclined to 
have the password changed regularly. They also commonly become shared accounts 
across several people, which reduces any auditing and accountability. 

When using TACACS+ a user’s Active Directory account is normally used, which then 
benefits from all the password security present for the networks, such as password 
strength, expiry and lockout protections. This makes it much harder for an attacker 
to gain access to a user’s account via a password attack unless the user has chosen 
a weak password.

Updates

Most routers do not have an automatic update facility or an incremental patching 
ability, so require a full firmware image to be obtained and applied to the device, 
which invariably means the device needs to be taken offline for a short period of 
time. This deters administrator’s from wanting to do the update and can also cause 
any Change Control boards to not authorise the change. 

Vendors also compound this issue by limiting access to new firmware images to only 
customers who have paid for a valid support contract. Arguably, updating network 
infrastructure devices, especially Internet facing ones is of more importance, or at 
least of equal importance, as updating servers and work stations and it is imperative 
that a method of updating them regularly is in place and all people involved in a 
Change Control board understand the importance of this task.
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Switches

Switches are normally never exposed to the Internet. so any issues with switches affect internal 
networks. All the issues identified for router security also apply to switches, these include;

VLANs

A Virtual Local Area Network or VLAN has become a very common method 
for segregating networks into logical segments based on user groups, data 
classifications, department or business area. However, VLAN’s were originally 
designed and intended for functionality benefits and not security ones. 

Over time this has morphed into a security tool that can also be used to prevent 
users accessing certain parts of a network or data but because the foundations of 
VLANs lay in functionality benefits and not security ones, they are not always easy to 
configure or implement correctly. 

It is extremely common to find VLANs have been configured correctly on a switch 
and a router correctly implements inter-VLAN routing but the administrator has 
neglected to implement any Access Controls on the router to limit who can access a 
VLAN. As a result, any user with knowledge of the right IP address can access hosts 
in another VLAN as if they were all on the same LAN segment. 

Another often-overlooked area is configuring the switch ports correctly. To allow 
VLAN information to propagate between multiple switches, a trunk port must be 
established. By default a trunk port has access to all VLAN’s to allow the information 
to be sent between multiple switches across the network (otherwise a VLAN would 
be confined to each individual switch) but if the switch port has not been hardened, 
an attacker can attempt to negotiate a connection with the switch that asks it to form 
a trunk port and to therefore grant the attacker access to all VLANs. For example; on 
a Cisco switch that uses Dynamic Trunking Protocol (DTP), five modes can be used – 
Access, No negotiate Auto, Desirable and Trunk. 

• Access will never become a trunk port and will behave “normally” – this is what 
should be used for all ports that a user, server, work station etc is connected to 

• Nonegotiate disables DTP but turns the port into a trunk port 

• Auto will allow whoever is connected to it to try and form a trunk port if they 
request it 

• Desirable is similar to auto with the difference being the switch will actively try 
and form a trunk port with whatever is connected to it, instead of responding to a 
request to form one

• Trunk speaks for itself and will always be a trunk port

1
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VLANs (Continued...)

Generally, unless there is a need for a switch port to be or to become a trunk port, 
then it should be set to Access mode. Due to either not fully understanding how a 
VLAN functions or due to not correctly planning in advance what ports need to be 
a trunk port across the entire network for the VLANs to propagate correctly, it is 
very common for all ports to be set to Desirable, Auto or even Trunk mode as this 
eliminates any possibility of a VLAN not propagating correctly; however, it introduces 
a massive risk that will often completely negate the security the VLANs are intended 
to offer. 

If additional network security is built around the implementation of VLANs i.e. it is 
relaxed on one area as it is a “trusted” network segment, then it really can be the root 
cause of a total compromise of an organisation and its data.

Network Topology

If a firewall is not in the right place on a network then it may not be offering the level 
of security that it is intended for. A very common network design is to have a single 
firewall that governs access from the Internet to all internal hosts, with any Internet 
facing host being on a DMZ interface of the firewall and the rest of the internet 
network being on the “inside” interface of the same firewall. 

Although this does offer a level of protection, it is not a resilient configuration 
that can withstand an attack if the firewall is compromised by vulnerability or 
if an administration interface is compromised. The below diagram outlines this 
configuration:

1
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Firewalls

Firewalls prevent access to any areas of a network that you want to restrict. This can be the 
Internet, your internal network, internal network segments, inter-office networks spanning 
different geographical locations and also individual servers and hosts that hold sensitive data.

Once implemented, firewalls are often viewed as the sole level of protection for the part of the 
network they are used for. i.e. “that host is behind the firewall”, which can lead to other elements 
of security being overlooked or dismissed.

Whilst they are the best tools to protect networks from unauthorised access, they do need to be 
configured and placed properly.

Vulnerability #7: Routers, Switches & Firewalls
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Network Topology (Continued...)

As can be seen, the entire network security is based around one single firewall and a 
compromise of this is tantamount to a full compromise of the network and data. 

A more secure approach, and one that is recommend universally is to have at least 
two firewalls manufactured by two different vendors in use. This ensures that if an 
exploitable vulnerability is present in one vendors firewall that it can’t be used to 
compromise a second firewall and also ensures that an additional layer of protection 
is in place to limit the access to a network if an attacker gains a foothold on the 
internet facing device.  

The above diagrams are very generic and outline a simplistic configuration but 
the concept should apply to all networks. Other protections such as proxy servers, 
ISA servers, IDS / IPS devices etc should all be incorporated around this design 
methodology. 

1
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Access Control Lists (ACLs)

The main function a firewall provides is to control access to networks via Access 
Control List’s. An ACL will state what source IP and source port can access what 
destination IP and destination port and can even state specific times of the day. 

ACL’s have an order of priority and generally the rules are passed from the top down 
until a match is found and will be acted upon accordingly; therefore it is important 
to ensure no duplications or contradictory Access Control Entries (ACE) are present 
within an ACL. Likewise ACLs need to be as restrictive as possible to get the most 
benefit from them.

Having an ACL that allows “any” host to talk to “any” host on “any” port (commonly 
called an any-any ACL) almost completely negates and protection the firewall can 
offer. Also when considering that priority they are applied in, if an any-any ACL is 
near the top then this will negate any ACL further down the list, even a drop / reject 
ACL, so could allow unintended access to network resources. It is vital to ensure 
clean sets of ACLs are present with any unneeded ones removed and not just 
disabled and to also ensure they are as restrictive as possible without using the 
“any” keyword. 

Common practise is to also have a generic “drop any” ACL as the final entry to 
ensure any traffic not explicitly permitted will be rejected; although most firewalls 
adopt this behaviour anyway. 

Finally, all ACL’s should be reviewed by someone who is not the firewall administrator 
every few months with the firewall administrator explaining why they are there, what 
they do and what business need is present that requires it. This ensures all ACL’s are 
up-to-date and are still required.
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• External Penetration Test
• Manual and Automated Configuration Reviews
• Firewall Ruleset Reviews
• Network Topology Reviews
• VLAN Hopping Tests
• Network Segregation Tests

Penetration Testing for Routers, Switches & Firewalls

Network infrastructure devices should be reviewed by a combination of several tests:

Each test on its own can help identify certain vulnerabilities but combined they present a robust 
and complete test profile. 

Guidance 

An external test will identify any administration services that are exposed to the internet, the 
configuration review can assess internal facing services and how the device is configured in 
general, the ACL review can check if any weak, duplicate, contradictory and incorrect ACLs are 
present, the topology review will check the placement of the devices to ensure they are offering 
the protection they are intended to, the VLAN hopping test will review how any VLANs have been 
implemented and the segregation test will check that any network segments that should not be 
able to access each other are configured correctly. 

We strongly advise that these tests are incorporated into any Penetration Testing scope as 
invariably all other network security is built around the assumption that these areas have been 
correctly implemented.
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Vulnerability #8: Office Buildings

A simple way for an attacker to bypass all of your premier security is to walk into an office, plug in 
a laptop and gain full access to the network. 

Based on our physical security reviews and Physical, Telephone and Electronic Social Engineering 
tests, these are the common threats we have identified:

Physical Security

The first barrier to prevent unauthorised access to an office or building is the 
physical security in place. This could be RFID door locks on internal and external 
doors that need a badge to get past, turnstile type barriers at reception that all 
employees need to swipe through and the building layout, which may or may not 
facilitate channelling all access through a certain entry point. During tests we usually 
find that turnstile type barriers located close to reception are the hardest thing to 
bypass and prevents tailgating or trying to bypass reception unnoticed.

Booking in Procedures

A lax ‘booking in process’ can often be used to bypass all physical security 
mechanisms and even allow an attacker to obtain a valid badge to gain entry. 
Previously our testing teams have phoned reception claiming to be a member of 
staff who is running late and asked for two people to be given a badge and shown 
to a meeting room. These ‘fake’ visitors were able to connect laptops to the network 
from within the meeting room, compromise the domain and leave the building within 
fifteen minutes. 

Methods to gain access will invariably be different for every organisation and an 
attacker is limited by his imagination and confidence in carrying out the attack, 
which is why it is important that any visitor procedure is robust and incorporates 
request validation.
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In previous tests, we have telephoned reception and claimed to be a member of staff who is 
running late and asked for two people (us!) who will shortly arrive to be given a badge and 
shown to a meeting room. When we arrived, the receptionist duly handed over the badges 
as asked. Once in the meeting room, we were able to connect our laptop to the network, 
compromise the domain and leave the building within fifteen minutes.
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Password Reset

It is possible gain access to a user’s email account via phishing or direct password 
reset requests with IT, and then book ourselves into an office location by emailing 
reception from the compromised account. 

To prevent attacks like this, or to at least make them harder to carry out, the IT 
staff must have a robust procedure in place that checks a user’s identify before a 
password is reset and to have a safe way to disclose the new password that is not 
just reading it out over the phone. In its most simplistic form this can be asking the 
user questions only an employee would know, such as what colour is the kettle in the 
kitchen, who’s office is next to the COE, where was out last Christmas party etc. 

To deliver the new password, Active Directory has a method to store many details 
about a user, such as their mobile phone number, address, free form notes etc so a 
policy could be that the password will only be sent via SMS to the phone number that 
is already registered in Active Directory. The exact method will always depend upon 
specific company working practises and technologies.

Employee Awareness

Physical attacks are more likely to succeed as employees are very seldom inclined to 
challenge anyone who is unfamiliar or even those acting suspiciously. This is either 
due to lack of confidence or believing it is someone else’s job. 

Training and awareness courses can be beneficial for most but there will always be 
people unwilling or uncomfortable challenging a stranger. 

The well-used tactic is to ensure all employees wear identity badges at all times. 
These badges should be colour coded to distinguish between employees, escorted 
visitors and unescorted visitors. Regular enforcement of this, with employees who do 
not display their badge being made to wear it will, over time, condition all employees 
to challenge someone without a badge or who is wearing a badge that indicates they 
should be escorted.

Ideally, they should take the person back to reception, where the booking in process 
can be followed to verify who the person is. Public enforcement is the key to this 
sticking. In addition, any booking in procedure for visitors should ensure pass 
retrieval is mandatory so that they don’t have a chance to take it with them.

3

4

Vulnerability #8: Office Buildings
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Penetration Testing for Office Buildings 

To ensure a complete review is carried out, it is important to use several tests that are designed 
with specific goals in mind. A Physical Social Engineering test will review building booking in 
processes, employee awareness, physical security methods, equipment security and also physical 
network security mechanisms and restrictions.

 A Telephone and Electronic Social Engineering Review will test things such as password reset 
processes, remote booking in processes, external network security and employee awareness. 
A client side phishing attack will “glue” all of the different elements together and assess all areas 
of the procedural and physical security in place.

Guidance
 
Work with a security testing service provider that can provide a Physical Security review that 
looks at the actual security of the building and site, such as fencing, CCTV cameras and physical 
defences and can attempt to break into areas to gain access to an environment, a network or a 
specific location. Out testing teams have considerable experience conducting Physical Security 
reviews and we employ ex-military personnel to assess risk profile of facilities from hospitals and 
councils to submarine bases and train manufacturing plants. Look for a supplier that has assessed 
many types of organisations and different building types to ensure their experience staff can spot 
all vulnerabilities.

Equipment Security

Security of IT equipment can also present a threat. We have been asked to conduct 
several physical security reviews after the initial theft of equipment from an office, 
usually by someone walking in and simply unplugging the device and walking out 
with it. 

Minimising the risk of theft involves robust building access controls and ensures all 
devices are physically secured. Almost all PC’s and laptops can be locked to a desk 
or floor connection via a padlock / cable, but this may not be an easy approach for all 
devices in an office. At the very least any equipment in a public areas, or easy access 
areas, should be physically locked to the desk, the hard drive fully encrypted and the 
device powered down when not in use.

5

Vulnerability #8: Office Buildings
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Conclusion

Security threats are becoming more 
sophisticated, and so must your security 
posture.

Ensuring you have the right processes, 
systems, architecture and security technology 
is vital to stay protected but Penetration 
testing by experts is crucial to ensure your 
environment and process can stand up to an 
attack for real. Testing is a security imperative, 
not only from the outset, but as an ongoing 
programme to continually and proactively test 
the vulnerabilities of both systems and staff to 
manage and control potential attacks.

Effective testing should deliver a 
comprehensive report covering your IT security 
profile and any vulnerability together with 
remediation advice, so you can increase the 
overall security posture of the business and 
reduce the likelihood of an unauthorised attack 
being successful.
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Penetration Testing in Action

A large retailer asked MTI to run a penetration test with the remit: “do what you can to gain access 
to our network and data.” 

We initially carried out an external penetration test over the Internet. The results discovered that 
Outlook Web Access (OWA) was exposed. We then carried out a Google search for the email 
address domain used by the company, which linked us to over 30 individual email addresses. 
Assuming that the first part of the email address was also the users username, we undertook 
a very small password guessing attack against the OWA portal that tried the username with 3 
common passwords. This resulted in gaining access to two email accounts, one of which was for a 
user who had an Out of Office set, indicating they were on holiday.

Social Engineering Attack 

With access to a user’s email account, we conducted a Physical Social Engineering attack against 
the office to see if we could gain physical access to the internal network. We used one of the 
compromised email accounts to examine the internal email address list and identify an address for 
reception. We then sent an email to reception, stating that 2 people (and giving the names) needed 
to come onsite to check the physical security mechanisms in place, such as door locks. We then 
set up a rule in the person’s inbox that stated any emails from reception should be redirected to 
the second email account we had compromised - to ensure the user did not get to see the reply - 
which would cause suspicion. Reception replied agreeing to issue a pass and arrange an escort.

Test Case: Retail
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Gaining Physical Entry 

At the stated date and time, we arrived onsite where reception had two passes ready for us along 
with an escort. We proceeded to examine door locks, cameras, booking in procedures and more, 
and asked for the use of meeting room to type up our notes. The escort duly obliged, let us into an 
internal meeting room and returned to his desk. In the meeting room, several network ports were 
present under the desk that allowed us to connect our laptop to the network but it quickly became 
apparent the meeting room was segregated off from the main LAN and only granted us internet 
connectivity (which is a very good working practice). To test if the segregation was physical or 
using VLANs, we attempted to create a trunk port with the switch we were connected to and 
immediately our traffic capture tool was flooded with traffic from all parts of the LAN. We were 
then able to identify and scan the Domain Controllers in use and abused a misconfiguration that 
allowed us to obtain a listing of all domain admin users, of which there were over 70.

Domain Admin Obtained 

Targeting each of these with a simple password 
attack (the same as what we used during the 
external test) allowed us to gain the password 
for 6 domain admin users. This then allowed us 
to connect to a Domain Controller as an admin 
via RDP and add two new users, one of which 
we granted Domain Admin rights to. Whilst here, 
we also stopped the installed Sophos Antivirus 
that was not password protected and exacted 
the password file for the Domain that contains 
and encrypted password hash for every user.
At this stage, our escort returned as the room 
was booked out to someone else, so we took to 
opportunity to thank him for his time and left 
the building.

Circumventing 2FA 

Using the password file we obtained, we went 
on to crack 80% of all of the passwords in use 
and attempted to use each of them to connect 
to the VPN; however, two-factor authentication 
was in use that prevented us gaining access. 
To circumvent this, we called the IT helpdesk 
and explained we were a new employee and 
could not access the VPN. They asked us for 
our username and we gave the name of one of 
the accounts we had created (not the one we 
gave Domain Admin rights to) and they took our 
mobile phone number and set up the 2FA prices 
to text us the random token. This then allowed 
us to connect to the VPN and again, have full 
access to the network - but this time from the 
safety of our own offices.

Test Case: Retail
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Bypassing Network Segregation 

Over the next two days, we mapped out the 
network to better understand how it was 
designed and where sensitive data would likely 
be stored, with the end result identifying a 
“trusted” network segment that was protected 
by a firewall. SNMP was enabled on the firewall, 
which succumbed to a password attack that 
obtained the Community String and allowed 
us to download the configuration. From 
the configuration, we cracked the “enable” 
password and logged on to the firewall as an 
admin, which allowed us to create an ACL that 
granted our IP address access to the trusted 
subnet on all ports. Once access was gained, 
we found that the subnet held several Windows 
XP hosts, out of date Database servers as well 
as some up-to-date Windows 2008 and 2012 
hosts that were very well hardened. 

We used a well-known exploit against a 
Windows XP host, which granted us access 
under the Local System account. Next, we 
extracted the local administrator password in 
plain text directly from the memory of the host, 
finding no antivirus was installed, probably 
because it was a host on a “trusted” subnet. 
Testing this password against the other hosts, 
even the hardened Windows 2008 and 2012 
servers, revealed they all shared the same local 
administrator password. This allowed us to 
logon to all hosts as an administrator, including 
one that hosted an MSSQL database and to 
then connect to the database locally. Initial 
inspection of this revealed it stored customer 
data, including names, addresses, payment 
card details and listings of past purchases. 
A second database on the same host stored 
users usernames and passwords for the 
company’s main web site along with a host of 
other information that could have been used to 
access the customer’s account.

The Results 

The results of the test really shocked the 
organisation that assumed, as a large 
international company that had invested heavily 
in security, that they were not safe from attack. 
The report allowed for all of the issues identified 
to be rectified and many procedural changes 
were made along with a fundamental redesign 
of the network to better protect the most 
sensitive data.

Test Case: Retail
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A large international finance organisation asked us to test the effectiveness of their perimeter 
controls after investing over £1,000,000 upgrading their network-based security. The main focus 
of these upgrades was to prevent client side phishing and ransomware attacks.

A Malicious Email 

From an Internet search, we compiled a list of over 60 email addresses that pertained to internal 
employees. We then constructed several email based scenarios that enticed some users to 
download and open a malicious attachment and some users to visit a web site we controlled to 
enter their credentials.

We first set up a domain name for the test that ended in .co.uk instead .com – as .com was used 
for the legitimate company name. This allowed us to use URLs and a domain name that looked 
authentic to the users.

Test Case: Financial Services
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A Malicious Download

The file was a password protected ZIP file. 
This was chosen as it becomes an encrypted 
file when configured with a password so 
cannot be scanned by any antivirus, malware 
or gateway filtering devices. If these devices 
are not configured to block any file it can’t 
scan, then it will be allowed to be accessed 
by the user. In addition to this, the process 
outlined in the email was deliberately made to 
sound reasonably complex to encourage non-
technical users to just send us their username 
and password instead of having to download 
and install software themselves.
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A Total Compromise 

We went on to test other security measures the firm had in place to prevent money laundering and 
unauthorised transactions. A previously conducted External Penetration Test had identified several 
VPN Portals that required Two-Factor Authentication. To try and gain access to one of them, we 
selected a user who had emailed us with their username and password, as per the email we had 
sent, and informed them that their account was set up and to go to https://zxy.co.uk/login and 
login with the credentials and Two-Factor Authentication token code. 

After roughly 20 minutes, the logs of the website captured the user’s username, password and 
2FA code, which we immediately entered into the VPN portal login page and were granted access. 

Accessing User Work Stations 

Over the next several hours, we received 19 emails that contained the username and passwords 
for employees and 14 users successfully downloaded and installed the file. The file actually 
connected back to an MTI controlled host via VNC connection, which is a method of remotely 
managing a computer and allows a remote person to view the screen for the current user. 4 of 
these connections pertained to traders who worked in the investment arm of the organisation. 

The remote VNC connection allowed us to view every trade the investors where making in real time 
and to view their communications with clients who were instructing them to buy and sell various 
stocks, bonds and currencies.

At several stages, the trader appeared to leave their work station locked as no activity took place, 
so again in a real world attack this could have been used to control the mouse and keyboard via 
the VNC connection to make bogus trades that would appear to have legitimately been made by 
the trader and organisation. 

Test Case: Financial Services
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The reason this worked is due to most 2FA 
codes being valid for at least 30 seconds, so if 
the code is replayed during this time window, 
then it will be valid and accepted by the 
authentication process.

Using the VPN, we gained full access to the 
environment as no segregation was in place 
and over the next 3 hours obtained full domain 
compromise. We also located credentials 
to access the cloud based 2FA service as 
an administrator to create a new user and 
set them up to obtain a 2FA code via a text 
message, thereby configuring a backdoor 
account that could be used for later access.

The Results 

The results of the test were extremely shocking 
for the company and resulted in a significant 
organisational and procurement process 
changes. It also had an immediate effect on 
how security was perceived by the C-Suite, 
who assumed they had robust security in place 
based on the amount already spent. They 
subsequently factored security and security 
testing into polices much earlier on and were 
able to redesign and reconfigure their external 
network perimeter in a much more robust 
manner. Employees also received training how 
to identify and react to potential email based 
attacks and a subsequent retest 24 months 
later highlighted that this was very successful 
in preventing these attacks.

Test Case: Financial Services
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About MTI

We work with over 1,800 customers from a range of industries around the world.

Over the last 25 years, we’ve helped thousands of organisations to transform their IT, enabling 
them to reduce operating costs, increase profitability and mitigate risk. We employ proven 
methodologies and best practices and adopt a consultative approach to help our customers 
solve business challenges, providing secure, compliant management of their applications, data, 
infrastructure, and environment.

We partner with our customers and take the time to understand their business, their challenges, 
their goals and aspirations. Our consultants work with you to provide support and guidance, 
helping you to ensure that the right strategic decisions and investments are made. Our pre and 
post-sales service delivery is unrivalled, and it is for this reason that we manage to retain so many 
of our clients. It’s also why over 98% of the organisations that we work with would recommend us.

FIND OUT HOW MTI CAN PROTECT YOUR BUSINESS 
TALK TO AN EXPERT

+44 (0)1483 520 200www.mti.com ukinfo@mti.com


